Worksheet 24.July.06
Correlation, Significance and Monte Carlo experiments


R-commands used for this part: 

rnorm(N) #create N normal distribution random numbers 
A:B      #vector with the numbers A, A+1, A+2, ... B-2, B-1, B 
cor(a,b) # calculates the correlation coefficient after Pearson
cor.test(a,b) #correlation + output of test statistics 
hist(a)  #histogram of a 

quantile(a,probs=p) #produces the sample quantile of a corresponding to the given probabilitie(s) p


Tasks: 


1.) Just learn the correlation command
Create two vectors of equal length which have a linear relation
plot A against B  
use R to calculate the correlation between the two. 

2.) Get a feeling for the interpretation of the size of a correlation
Add noise to B using the rnorm function... 
plot the two, add more and more noise, look at the plots and how the correlation and  the p-value in cor.test are changing. 
 R^2 = coeffient of determination should be the same as the ratio of the variance of the signal B to the variance of A. Check this.
3.)  Sampling variability / correlation which appears by chance

Now create two vectors which are only containing noise.
Calculate the correlation between the two. 
Vary the number of your samples (length of your vectors) and investigate how the
correlations are changing. Now you can see why statistical tests are needed.

4.) Monte Carlo experiment to investigate significance in correlations

Repeat the  experiment from 3. very often (in a loop). (this is called Monte Carlo experiment) Each time save the correlation between the two random vectors. 
Then plot the histogram of this distribution.... 
In this plot you can now see how likely it is to get specific correlation value just by chance. This probability is strongly dependent on your sample size / degrees of freedom.
Now determine the size of correlation which is needed if you want to have a probability of <= 5% to get the correlation by chance. Therefore use the quantile command.


If you create two datasets which have this “limit” correlation you got by the Monte-Carlo experiment and the same degrees of freedom, cor.test should give you p=0.05 (here this is calculated with a t-distribution)  

The advantage of the Monte Carlo experiment is that you do not have to care about all the assumptions made in the analytic calculation of the p-value. (normality, independence)
Spectrum, variance and bandwith

R-commands used for this part: 

spectrum(x,spans=spans) #calculates and plots a spectrum of x using a fast fourier transform. The spectrum is than smoothed with a modified Daniell

          smoothers (moving averages) with the width spans
You can use xlim=c(start,end) to choose the x-axis of the plot

e.g. spectrum(rnorm(1000),spans=10,xlim=c(0,0.2))

For more options and information look at the R-help: ?spectrum and ?spec.pgram

sin(x) : sin(x), Angles are in radians, not degrees (i.e., a right angle is pi/2)

Tasks:

1.) Create a vector containing a sinus signal and plot the spectrum
on the right top corner you see a cross which shows the bandwith (horizontal bar) and 95% confidence interval (vertical bar)
2.) Vary the averaging and look how the shape (width) of the peak varies

3.) Now add noise to the data and repeat 1 and 2. You will see that when you increase the smoothing you get a smaller variance and a larger bandwith or otherwise… The information content is limited and you have to make your choice

